CWAGEPS GPU¥1T1ENNZE R R
J'ixg&ﬁlbn:lqa

FiaR Rinhe 2HEE =2RE B2 22 FH=E REE R =
PTRIEEBRRIEA
NVIDIA Corporation

@ 115$%@+@9§sf_§g¢ﬁ£ﬁiﬁiﬁﬁﬁsqg @Z NVIDIA.




Introduction

Model name: CWAGFS-TCo (global)

Resolution: ~28 km, 72 layers (TCo383L72)

(figure from
https://confluence.ecmwf.int/display/FCST/I
ntroducing+the+octahedral+reduced+Gaus

sian+grid)

Dy-core: Semi-Lagrangian+Semi-implicit (2 time level)

Grid system: Octahedral reduced Gaussian grid
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L1 Instruction Cache

LO Instruction Cache
Warp Scheduler (32 thread/clk)
Dispatch Unit (32 thread/clk)

Register File (16,384 x 32-bit)
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192KB L1 Data Cache / Shared Memory

https://images.nvidia.com/aem-dam/en-zz/Solutions/data-center/nvidia-ampere-architecture-whitepaper.pdf
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https://docscontent.nvidia.com/dita/00000186-1a08-d34f-a596-
3f291b140000/deeplearning/performance/dl-performance-gpu-
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Mother Board GPU
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(modified from https://www.openacc.org/sites/default/files/inline-
files/OpenACC_Programming_Guide_0_0.pdf)

/




CPU - GPULSEI AT

Mother Board GPU
CPU it& — ##HIGPU
DtoH. HtoD #i%:32 GB/s CPU

-

TCoM Z R F1Tar HREE:
8EIMPI4- 51 1 FE8IRA10
LHMBE A8ES
MBI B Y AR BT AT

Device
Memory

—

(modified from https://www.openacc.org/sites/default/files/inline-
files/OpenACC_Programming_Guide_0_0.pdf)

/



el nzR (2 30)

GPUR I M

— Ar\I’aIyze: NGRS - BhEE

Pirallelize: AT IR EZ AR SE & B

Optimize: B{EEFITHZINEE

« AN« BEATHTAOAGE -
BIE - SHEIRFEE -

N

https://github.com/ngobu/nvidia/blob/main/20240924/01_Introduction_to_GPU_Computing:pdf




Analyze
NVTXZEEENsight 73 4

call nvtxStartRange ("test")
100%

= » CPU(32)
a = 0
call nvtxStartRange("loop 1") v Threads (4) R
do i = , cnt *  [237] a.out » ° " —
a(i) = a(i) + 1i*s
end do NVTX test [2.892 s]
call nvtxEndRange ZTrArALLE
call nvtxStartRange("loop 2") Profiler overhead "
do i = 1, cnt 3 threads N - 0 to 100%
v = i*%
a(i) = a(i) + exp( + v)
end do

ey anaRange ety NVIDIA Nsight Systems (BER T LB
call nvtxEndRange NVTX (CPURZ T B B R 1Z )
CPU :TER: 2892 (ms)




Parallelize
AT AR RO B S 15 8

||

s = 2.
1Sacc enter data create(a) FoUFU 32 .
! 11
.$a<_:c parallel loop » CUDAHW (0000:27:000-NVIDIA, ke E— S
do i =1, cnt « Threads (8)
a(i) = 1. o to 100% |
( ) « v/ [399] a.out ~ !

end do

!$acc parallel loop OpenACe 12 (EnterD-.) (Compute ) (Compute Con..] (Compute Con..|
do i = 1. ent [Wait : test...| [Wait - test f90-..|[Wait : test.fo0... ([ NNNNNNNNS
=1, . I\ | _

. . . test [853.046 ms]
i) = i) + i*
a(i) a(i) 8 L (loop 1[1.278 .. | loop 2[1.295 ._ |
end do

» CUDA API . “ cuStream.. :|[cuStreamSyn.,. :|_|:cu5treamSync.,.:_

1Sacc parallel loop
do i = 1, cnt
v = i**(0 .25
a(i) = a(i) + exp(1. + v)

end do
!Sacc exit data copyout(a) .
write(*,*) a(l), a(cnt) OpenACC

GPU 5t &5 3.487 (ms)

)



Optimize
BRI GPUST R

s =
1Sacc enter data create(a)
1Sacc parallel loop private (v)
do i = 1, cnt

a(i) =

a(i) = a(i) + 1i*s

v = i**

a(i) = a(i) + exp( + v)
end do

1Sacc exit data copyout(a)
write(*,*) a(l), a(cnt)

test_13_gpu

(I —
I
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ew" to see events here

Begins: 0.601943s

Ends: 0.602904s (+960.728 ps)

grid: <<<1048576, 1, 1>>>

block: <<<128, 1, 1>>>

Launch Type: Regular

Static Shared Memory: 0 bytes
Dynamic Shared Memory: 0 bytes
Registers Per Thread: 24

Local Memory Per Thread: 0 bytes
Local Memory Total: 127,401,984 bytes
Shared Memory executed: 32,768 bytes
Shared Memory Bank Size: 4 B
Theoretical occupancy: 100 %
Launched from thread: 482

Latency: «29.540 ps

Correlation ID: 1409

Stream: Stream 20

. WARGPUAKZENEE
- GPU 5t&HK5[E: 0.96 (ms)

Name
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CPU vs GPU
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